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Learning objective: Define an ordinary least squares (OLS) regression and 
calculate the intercept and slope of the regression.

Keep in mind that this is a “describe” learning objective. It is very easy to get wrapped up 
in the mass and the sigma notation to the ordinary least squares. Stay focused on what the 
question is actually asking you and you’ll save yourself a lot of headache for the exam.

Just as in statistics, we have the sample and the population. In regression analysis, this is 
called the sample regression function and the population regression function. The ordinary 
least squares seeks to minimize the error term and therefore provides the best estimation of 
parameters in order to provide the best explanation of the relationship.

It is important to note that we are not observing the entire population (the population 
regression function) but rather the sample regression function, since in reality we will only 
have a sample of the population and not the entire population.

The ordinary least squares method says that the parameters of the slope and intercept 
should be minimized in a way that the residual sum of squares is minimized.

In this case residual is referring to the error term; in this case we’re using the letter u. The 
Sigma notation means that we are going to take the sum of the squared error terms. The reason 
that we take the error terms to the second power is not immediately obvious, but imagine 
if you had an error term that alternated between +3 and −3. It would appear that this linear 
regression, if we were simply to sum the error terms, had an error term of zero, but that’s clearly 
not the case. So by squaring the error terms we remove the impact of the sign and we preserve 
the variation of the error term. This is exactly what the residual sum of squares refers to.

The next step in describing what an ordinary least squares means is visually showing what 
it would mean to have no error term. Remember that the error term expresses the difference 
between the actual observed value minus the expected value of the value that is predicted 
by the regression equation, or more importantly the conditional expectation or conditional 
probability. All of these terms are closely related. So mathematically we can express the error 
term as the difference between the observed value minus the expected value (mean) as follows:

ESS Y Yi
i

n

= −( )
=
∑ ˆ 2

1

All we are seeing here is that we are adding up all of the observed Y values minus the 
expected value of Y and we are squaring it. We are simply transforming the lower case u 
which describes the sum of all possible errors and we’re breaking out what you actually see.

The error term is the difference between the observed value of the random variable minus 
what we expect that random variable to be, based on the regression equation we are using. 
We are then taking that to the second power to minimize or actually to eliminate the impact 
of a positive or negative difference from the regression equation.

In summary: The ordinary least squares methodology seeks to minimize the square of the 
error term. We square the error term to remove the impact of both positive and negative 
variation away from the regression line. Since we are seeking to minimize the error term 
among all points of data, we use sigma notation. So the foundation of ordinary least squares 
squared is the residual sum of squares. We didn’t break this error term into its component parts. 
The component parts being error is defined as variation from the expectation of the observed.
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We can further break down the expected value of Y in terms of the parameters of the linear 
regression equation. We seek to minimize the error term by manipulating both the slope 
coefficient and the intercept. Once we have minimized this, this equation is the best fit for 
the data we have. Best fit in this case is defined as a regression equation whose error term 
is minimized.

To further unify this idea of OLS, we are going to refer to this example a number of times 
in this chapter. Be very sure you understand how all these parts work together because you 
will see this on exam day.
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Example 3: Using Ordinary Least Squared

Using the money supply growth and inflation data from 1990 to 2010 for the 6 countries 
in Example 3 calculate the covariance and the correlation coefficient.

Solution:

Country

Money Supply 
Growth Rate 

(Xi)

Inflation 
Rate 
(Yi)

Cross Product 
(Xi − X

–
)(Yi − Y

–
)

Squared 
Deviations  
(Xi − X

–
)2

Squared 
Deviations 
(Yi − Y

–
)2

A 0.0685 0.0545 0.000564 0.001067 0.000298

B 0.116 0.0776 0.000087 0.00022 0.000034

C 0.0575 0.0349 0.00161 0.001907 0.001359

D 0.105 0.0735 0.000007 0.000015 0.000003

E 0.125 0.0825 0.000256 0.000568 0.000115

F 0.135 0.1076 0.001212 0.001145 0.001284

Sum 0.607 0.4306 0.003735 0.004921 0.003094

Average 0.1012 0.0718

Covariance 0.000747

Variance 0.000984 0.000619

Std. Dev (s) 0.031373 0.024874

Illustrations of Calculations

Covariance = Sum of cross products / n − 1 = 0.003735/5 = 0.000747

Var (X) = Sum of squared deviations from the sample mean / n − 1 = 
0.004921/5 = 0.000984

Var (Y) = Sum of squared deviations from the sample mean / n − 1 = 
0.003094/5 = 0.000619
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Learning objective: Describe the method and three key assumptions of OLS 
for estimation of parameters.

These assumptions and methods of the OLS are slightly technical but are necessary for the 
application of probability theory for the calculation of confidence intervals. They are also 
useful when trying to figure out when OLS analysis will work or is insightful.

Assumption #1—The distribution of the error term has a mean of zero—This means on 
average we expect there to be no error—that the estimate is a good fit for the population.

Assumption #2—The sample set is independent and identically distributed. Meaning we expect 
a fair, or random, sample to be taken. We will see this again when talking about heteroskedacity. 

Assumption #3—We assume large outliers are going to be unlikely. The OLS method 
is especially sensitive to outliers and can alter the outcome of a hypothesis test so it is 
important to graph the data to spot a potential outlier that results from a data entry error. In 
cases where outliers are known to exist, OLS can give misleading results.

Learning objective: Summarize the benefits of using OLS estimators.

The reading is very brief on this topic. It simply says using OLS is beneficial because 
everyone else uses it and it is built into almost every data and spreadsheet analysis tool. 
OLS is also an “unbiased and consistent” estimator meaning the average of the estimate 
is close to the population and the individual estimates are close to the population (few 
outliers from assumption 3 above).

All in all, pretty low probability on exam day.

Learning objective: Describe the properties of OLS estimators and their 
sampling distributions, and explain the properties of consistent estimators 
in general.

The key property of a consist estimator is that the average of repeated estimates is close 
to the actual population. Again this comes back to the “no outliers” assumption, but in 
financial data sets we know we have fat tails. Understanding why this is important is key to 
understanding the limitations of OLS. See Examples 3 and 4.

Correlation coefficient = r = = =Cov X, Y)

(0.031373)(0.024874)
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The correlation coefficient of 0.9573 suggests that over the period, a strong linear 
relationship exists between the money supply growth rate and the inflation rate for the 
countries in the sample.

Note that computed correlation coefficients are only valid if the means and variances of 
X and Y, as well as the covariance of X and Y, are finite and constant.
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Learning objective: Interpret the explained sum of squares, the total sum of 
squares, the residual sum of squares, the standard error of the regression, 
and the regression R2.

ThE STanDaRD ERROR OF ESTIMaTE
The standard error of estimate (SEE), also known as the standard error of the regression,  
is used to measure how well a regression model captures the relationship between the  
two variables. It indicates how well the regression line “fits” the sample data and is  
used to determine how certain we can be about a particular prediction of the dependent 
variable (Ŷi) based on a regression equation. A good way to look at the SEE is that it 
basically measures the standard deviation of the residual term (ε̂i) in the regression. At 
the risk of stating the obvious, the smaller the standard deviation of the residual term (the 
smaller the standard error of estimate), the more accurate the predictions based on the 
model. See Example 3.

The formula for the SEE for a linear regression with one independent variable is:
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Note:

•	 In the numerator of the SEE equation we are essentially calculating the sum of 
the squared differences between actual and predicted (based on the regression 
equation) values of the dependent variable.

•	 We divide the numerator by n − 2 (degrees of freedom) to ensure that the estimate 
of SEE is unbiased.

Example 3: Computing the Standard Error of Estimate

Based on the regression equation: Inflation rate = −0.005 + 0.7591 (Money supply 
growth rate) compute the standard error of estimate (SEE) for the regression.

Country

Money Supply 
Growth Rate 

(Xi)

Inflation 
Rate 
(Yi)

Predicted 
Inflation Rate 

(Ŷi) 

Regression 
Residual  
(Yi − Ŷi)

Squared 
Residual 
(Yi −Ŷi)2

A 0.0685 0.0545 0.0470 0.0075 0.000057

B 0.1160 0.0776 0.0830 −0.0054 0.000029

C 0.0575 0.0349 0.0386 −0.0037 0.000014

D 0.1050 0.0735 0.0747 −0.0012 0.000001

E 0.1250 0.0825 0.0899 −0.0074 0.000054

F 0.1350 0.1076 0.0974 0.0102 0.000103

Sum 0.000259
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Example 4: Calculating the Coefficient of Determination

From Example 3 we know that the unexplained variation (sum of squared differences 
between observed and predicted values of the dependent variable) for our regression 
involving money supply growth rates and inflation rates equals 0.000259 (SSE). 
Calculate the total variation in inflation rates and then compute the coefficient of 
determination for the regression.

Solution

The computation of the total variation in the dependent variable (inflation rates) is 
illustrated in the table below:

Country

Money Supply 
Growth Rate 

(Xi)
Inflation Rate 

(Yi)

Deviation 
from Mean  

(Yi − Y
–

)

Squared 
Deviation 
(Yi − Y

–
)2

A 0.0685 0.0545 −0.0173 0.000298

B 0.1160 0.0776 0.0058 0.000034

C 0.0575 0.0349 −0.0369 0.001359

D 0.1050 0.0735 0.0017 0.000003

E 0.1250 0.0825 0.0107 0.000115

F 0.1350 0.1076 0.0358 0.001284

Average
(Y
–

) = 0.0718
Sum 0.003094

Just to illustrate how we obtained the values in this table, let’s perform the calculations 
for Country A:

Deviation from mean = 0.0545 − 0.0718 = −0.0173
Squared deviation = −0.01733 = 0.000298

Candidates get VERY confused between SEE and SSE so we have introduced both of 
them here. SEE is the standard deviation of the error term in the regression while SSE 
equals the sum of the squared residuals in the regression. SSE (as you will see later in 
the reading) is used to calculate R2 and the F-stat for the regression. Also note that the 
two are related by the following equation: SEE = (SSE/n − 2)0.5

Just to illustrate how we obtained the values in this table, let’s perform the calculations 
for Country A:

Predicted inflation rate = −0.005 + 0.7591(0.0685) = 0.046998 
Regression residual = 0.0545 − 0.046998 = 0.0075
Squared residual = 0.00752 = 0.000057

From the table (by aggregating the values in the last column) we obtain a figure of 
0.000259 as the sum of the squared residuals (SSE). This figure is then plugged into the 
SEE formula to determine the standard error of estimate.

SEE
0.000259

6 2
or 0.8%=

−






=
1 2

0 00805
/

.
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From the table (by aggregating the values in the last column) we obtain a figure of 0.003094 
as the sum of the squared deviations of observed values of the dependent variable from 
their average value. This figure represents the total variation in the dependent variable, and 
given the unexplained variation in the dependent variable (SSE = 0.000259) can be used to 
calculate the coefficient of determination for the regression as follows:

R
Total variation Unexplained variation

Total variation
2 = − = 0 0. 003094 0 000259

0 003094
0 9162

− =.

.
. or 91.62%

ThE COEFFICIEnT OF DETERMInaTIOn
The coefficient of determination (R2) tells us how well the independent variable explains 
the variation in the dependent variable. It measures the fraction of the total variation in 
the dependent variable that is explained by the independent variable. The coefficient of 
determination can be calculated in two ways:

1. R2 = (r)2

  For a linear regression with only one independent variable, the coefficient of 
determination (R2) can be calculated by squaring the correlation coefficient (r). In 
Example 3, we calculated the correlation coefficient between inflation rates and 
money supply growth from 1990 to 2010 to be 0.9573. Thus, the coefficient of 
determination for the regression equals 0.95732 or 0.9164. What this means is that 
variation in money supply growth rate explains about 91.64% of the variation in 
inflation rates across the six countries from 1990 to 2010.

2. The following method can be used to calculate the coefficient of determination for 
regressions with one or more independent variables.

 ○ The total variation in the dependent variable (sum of squared deviations of 

 observed values of Y from the average value of Y) denoted by Y Yi
i

n

−( )
=
∑ 2

1

 

  can be broken down into the variation explained by the independent variable(s) 
and the variation that remains unexplained by the independent variable(s).

 ○ The variation in the dependent variable that cannot be explained by the 
independent variable(s) (sum of squared deviations of actual values of Y 

  from the values predicted by the regression equation) denoted by 

 Y Yi i
i

i

−( )
=
∑ ˆ 2

1  
is known as unexplained variation. 

 ○ The variation in the dependent variable that cannot be explained by  
the independent variable(s) (sum of squared deviations of actual values  
of Y from the values predicted by the regression equation) denoted by 

 Ŷ Yi
i

n

−( )
=
∑

1

2

 is known as explained variation.

The important thing to note is that R2 measures the percentage of the total variation in the 
dependent variable that can be explained by the variation in the independent variable. See 
Example 3.

   Total variation Unexplained variation Explained variation= +
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Example 5: Determining the Significance of the Coefficients in a Multiple 
Regression

Amy is interested in predicting the GMAT scores of students looking to gain admission 
into MBA programs around the United States. She specifies a regression model with 
the GMAT score as the dependent variable and the number of hours spent studying for 
the test and the student’s college GPA as the independent variables. The regression is 
estimated from using data from 50 students and is formulated as:

Y b b X b Xi i i i= + + +0 1 1 2 2 ε

where:
 Yi = A student’s GMAT score 
 b0 = Intercept term
 X1i = Independent Variable 1: The number of hours a student spends preparing for the test.
 X2i = Independent Variable 2. The student’s undergraduate college GPA.

Amy believes that the higher the number of hours spent preparing for the test, the 
higher the score obtained on the test (i.e., a positive relationship exists between the 
two variables). Therefore, she sets up her null and alternative hypotheses for testing 
the significance of the slope coefficient of X1i (the number of hours spent studying) as 
follows:

H

H
0 1

1

0

0

:

:

b

b

≤
>a

Amy also believes that the higher a student’s college GPA, the higher the score obtained 
on the test (i.e., a positive relationship exists between the two variables). Therefore, 
she formulates the following hypotheses relating to the slope coefficient of X2i 
(undergraduate GPA):

H

H
0 2

2

0

0

:

:

b

b

≤
>a

R2 = = −Explained variation

Total variation

Total variation Unexplaiined variation

Total variation

Unexplained variation

Total va
= −1

rriation

Learning objective: Interpret the results of an OLS regression.

The interpretation of an OLS regression combines regression analysis with hypothesis 
testing to evaluate how well our regression is. This is long and complicated and for the 
FRM exam you won’t have to do this start to finish like this, but you do need to know how 
to do each part because this will definitely be on the exam:
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Table 1 shows the results of the regression.

Table 1: Results from Regressing GMaT Scores on hours of Prep and College GPa

Coefficient Standard Error t-Statistic

Intercept 231.3476 47.3286 4.8881

Number of hours 
of study

1.103 0.0939 11.7465

College GPA 68.3342 16.5938 4.1181

anOVa df SS MS F
Significance 

F

Regression 2 444,866.09 222,433.04 73.12 0

Residual 47 142.983.91 3.042.21

Total 49 587.850

Standard Error 55.1562

R Square 0.7568

Observations 50

Adjusted R Square 0.7464

As the first step in multiple regression analysis, an analyst should evaluate the overall 
significance of the regression. The ANOVA section of the regression results provides us 
with the data that is used to evaluate the overall explanatory power and significance of 
the regression. For now, we will move directly into tests relating to the significance of the 
individual regression coefficients and assume that overall, the regression is significant.

Just like in simple linear regression, the magnitude of the regression coefficients in 
a multiple regression does not tell us anything about their significance in explaining 
the variation in the dependent variable. Hypothesis tests must be performed on these 
coefficients to evaluate their importance in explaining the variation in the dependent 
variable.

First we evaluate the belief that the higher the number of hours spent studying for the test, 
the higher the score obtained.

H

H
0 :

:

b

b
1

1

0

0

≤
>a

t
b b

s
b

= =
−

= − =

stat




1 1

1

1 103 0 0 0939 11 7465( . ) / . .

The critical t‐value at the 5% level of significance for this one‐tailed test with 47 (calculated 
as n − (k + 1) = 50 − 3) degrees of freedom is 1.678.

The t-stat (11.7465) is greater than the critical t-value (1.678). Therefore, at the 5% level of 
significance, we can reject the null hypothesis and conclude that the higher the number of 
hours a student spends studying for the GMAT, the higher the score obtained.
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Next, we evaluate the belief that the higher the student’s college GPA, the higher the GMAT 
score obtained

H

H
0 :

:

b

b
2

2

0

0

≤
>a

t
b b

s
b

= =
−

= − =stat




2 2

2

68 3342 0 16 5938 4 1181( . ) / . .

The critical t‐value at the 5% level of significance for this one‐tailed test with 47 degrees of 
freedom is 1.678.

The t‐stat (4.1181) is greater than the critical t‐value (1.678). Therefore, at the 5% level of 
significance we can reject the null hypothesis and conclude that the higher the student’s 
undergraduate GPA, the higher the GMAT score obtained.

Most software programs also report a p‐value for each regression coefficient. The p‐value 
represents the lowest level of significance at which a null hypothesis that the population 
value of the regression coefficient equals 0 can be rejected in a two‐tailed test. For example, 
if the p‐value for a regression coefficient equals 0.03, the null hypothesis that the coefficient 
equals 0 can be rejected at the 5% level of significance, but not at the 2% significance level. 
The lower the p-value, the stronger the case for rejecting the null hypothesis.

Based on the results of her two‐independent variable regression, Amy must be careful 
not to expect the difference in the expected GMAT scores of two individuals whose total 
number of hours of prep differed by one hour to be 1.103 points. This is because in all 
likelihood, the college GPAs of the two individuals would differ as well, which would have 
an impact on their GMAT scores. Therefore, 1.103 points is the expected net effect of each 
additional hour spent studying for the test (net of the impact of the student’s GPA) on her 
expected GMAT score.

Interpreting the intercept term of the multiple regression equation is fairly straightforward. 
It represents the expected value of the dependent variable if all the independent variables 
in the regression equal 0.


